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Abstract 
The historic development of speech synthesis terminals is 
close connected to the progress of the electronics technology, 
ranging from the old electronic tubes via transistors to VLSI 
circuits. The paradigm shift from parametric to time domain 
synthesis in the 1990-th initiated a splitting of the develop-
ment in large (server based) TTS systems using unrestricted 
computational resources on the one hand, and small (embed-
ded) TTS systems using low computational power and re-
stricted memory space (footprint) on the other hand. The latter 
of these two lines requires a complicated tradeoff: High qual-
ity TTS systems should be shrinked to a very low footprint, 
but at the same time the quality of the synthetic speech should 
be preserved. In the past, the “magic border” of the footprint 
for embedded TTS was 1 Megabyte. In concatenative synthe-
sis, this goal can be approached by sophisticated coding meth-
ods which are applied to the databases. There is a tendency 
now, however, to develop embedded TTS systems aiming to 
still lower footprints basing on improved parametric ap-
proaches. 

1. Speech synthesis–the art of concatenation 
Speech synthesis is performed by a synthesis terminal that 
produces acoustic waveforms. From the historic point of view, 
synthesis terminals for static, single sounds were easy to pro-
duce even with mechanical equipment.  

Speech, however, is a sequence of sounds. Therefore, the 
synthesis terminal must be controllable, and a control unit has 
to organize the sequence of the control parameters according 
to the different sounds which have to be concatenated.  

This proved to be a complicated task. Wolfgang von 
Kempelen controlled his famous speaking machine manually. 
One century later, the “voice mechanics” of Kessel that aimed 
to be applied in objective listening tests, controlled the se-
quence of sounds in single words by a tricky mechanics. The 
device in Figure 1 produces the sequence “mama” with a 
tongue pipe generating an “a”-like sound. The pipe is 
equipped with a controllable lid. While the bellows are mov-
ing, the lid is closed twice, thus performing the consonants. 

With the invention of the magnetic storage of audio sig-
nals, the idea of the so-called concatenative synthesis 
emerged. Single sounds which were naturally spoken could 
be stored and re-ordered into a new sequence. The synthesizer 
“Lora” is an early example. It consisted of a stapled series of 
storage elements like that in Figure 2. The different elements 
were equipped with pieces of magnetic tape storing the par-
ticular sounds. All elements were arranged in parallel, and the 
selection of the proper element was controlled in a compli-
cated way using a camshaft. The main problem, however, was 
the production of naturally sounding sound transitions. It is 
reported that the transitions were implemented using the 
Schwa as intermediate sound [1]. 

 

 
Figure 1: A speech synthesizer of the first generation. In 

1899, the otologist Kessel constructed a series of tongue pipes 
which generated certain sounds or selected words. The de-

vices are now part of the historic acoustic-phonetic collection 
of the TU Dresden. (Photograph: R. Dietzel) 

With the development of the electronics and especially 
the digital technologies, it was easier to implement solutions 
for the synthesis terminal, its control, and the concatenation 
strategy. However, the need for further improvements of the 
speech quality led to growing complexity of the synthesis 
systems which requires sufficient computing power. In many 
cases, modern PCs or DSPs offer sufficient memory and 
processor resources. In a number of applications, however, 
the resources and their cost are critical issues. After a short 
view at the historic development, we will discuss the prob-
lems of the resource-saving speech synthesis in this paper. 

 

 
Figure 2: A single segment of the magnetomechanical speech 

synthesizer “Lora” from 1964 (FTZ Darmstadt, Germany). 
One segment served as storage for one spoken sound. From 
the historic acoustic-phonetic collection of the TU Dresden. 
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Device Year Technical Base Control Photograph 

Vowel  
synthesizer 1962 Electron valves Manually 

 

SYNI 1975 Germanium transistors Paper tape 

 

ROSY 1977 Gatter circuits (SSI) Minicomputer 

 

TUSY 1987 Integrated circuits (MSI, LSI) Microprocessor 

 

VOICE 1 1993 VLSI circuit (ASIC) Embedding device 

 
 

Table 1: The historic series of formant synthesis terminals of the TU Dresden,  
developed in different projects guided by Walter Tscheschner (1927-2004). From [2]. 

 

2. Early parametric synthesizers 
It seemed to be a good idea to transfer the principle illus-
trated in Figure 2 into the digital world. A simple calcula-
tion, however, illustrates the problem that emerges in that 
instant: If a speech signal of 10 s duration is sampled with a 
sampling frequency of 16 kHz, a number of 160,000 = 
156.25 K samples (per 2 Bytes each) have to be stored. This 
is an extremely large number for the core memories of the 
early computers. Therefore, early speech synthesis terminals 
were implemented basing on parametric models of the 
speech signal which could be implemented with lower tech-
nical resources. Instead of the speech signal, a sequence of 
control parameters had to be stored which required only few 
memory. 

 
 Among other principles, the parallel or serial arrange-

ment of controllable formant filters proved to be a powerful 
approach for the synthesis terminal. 

It is interesting to see how the principle of formant based 
synthesis was continuously applied nearly independent on 
the changing hardware bases. This is shown in Table 1 
which depicts the different synthesis terminals of the TU 
Dresden. The way from the paper-tape controlled synthe-
sizer SYNI via different computer controlling to an embed-
dable ASIC took finally only two decades. The quality of the 
synthesized speech remained to be limited (intelligible but 
rather unnatural), and alternative approaches came into the 
focus then. 
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3. The era of time domain synthesis 

3.1. The paradigm shift of the 1990-th 

The development of the PC technology enabled at the be-
ginning of the 1990-th two essential steps in speech synthe-
sis: 
1. Due to the availability of more memory space, a rea-

sonable implementation of the principle of concatenat-
ing naturally spoken sound units (Figure 2) was possi-
ble for the first time. To avoid dealing with the compli-
cated modelling of sound transitions, sound pairs (di-
phones) were preferred as units. There were different 
proposals for the concatenation algorithm, but the most 
powerful proposal proved to be the PSOLA method [3] 
working in time domain. 

2. Due to the presence of processors with essentially more 
computing power, the synthesis terminal could be com-
pleted by the linguistic preprocessing steps which are 
required for a “complete” synthesis, starting from the 
written text instead of some transcription level. The 
term “text-to-speech” or TTS synthesis was coined for 
this type of systems (Figure 3) 

 
The TTS systems of that generation showed sufficient intel-
ligibility and improved but not very good naturalness. The 
weakness of the naturalness was a main reason for the grow-
ing interest of speech tecnology in prosody research.. 
 

 
 

Figure 3: Block diagram of a text-to-speech (TTS) system. 
 

3.2. An example: DRESS 

Despite of the availability of more powerful computers in 
the 1990-th, there were stand-alone applications mainly in 
the field of portable devices where a hardware support for 
TTS was still required. Therefore, our group at TU Dresden 
together with the Fraunhofer Institute IMS2 started the de-
sign of a PCM/CIA board for diphone based TTS. The de-
velopment was finished in 1998 (Figure 4). 

The software system of this board was called DRESS 
(Dresden Speech Synthesis). Later on, it was applied mainly 
without the hardware support of the PCM board. A detailed 
description of DRESS was given in [4].  

The system was used for a number of developments in 
prosody modeling [5, 6]. Furthermore, a number of invento-
ries in different languages were developed for several appli-
cations. It can be seen from the overview given in Table 2 
that different types of units have been used. 

 

 
Figure 4: The VOICE card–a hardware supported TTS  

system in PCM/CIA format (from [4]). 
 

Table 2: Inventories for the multilingual speech syn-
thesis with DRESS. 

Language Units Speaker Inventory  
size (a) 

German 1212 diphones 1 male 
3 female 

5.0 MByte 

US English 1595 diphones 1 female 7.6 MByte 

Russian (b) 572 allophones 1 male 0.5 MByte 

Mandarin 
Chinese 

3049 syllables 1 male 27 MByte 

Italian 1224 diphones 1 male 4.2 MByte 

Czech (c) 1177 diphones 1 male 4.6 MByte 

Klingon 299 allophones 1 male 1.3 MByte 
(a) Values for sampling rate of 16 kHz and linear 
PCM (16 bit). 
(b) Cooperation with Belarus Academy of Sciences. 
(c) Cooperation with Czech Academy of Sciences. 

 

3.3. New and divergent requirements 

As can be seen from Figure 3, the TTS system consists of a 
series of algorithmic blocks and some databases which are 
obviously language-dependent. The quality of the databases 
is very important. Especially the construction of the inven-
tory (set of the acoustic units) is very critical because it de-
termines the number of the (sensitive) concatenation points. 
Because the traditional diphone-, demisyllable-, or syllable-
based systems showed a limited speech quality only, there 
was a tendency to diminuish the number of concatenation 
points by enlarging the length of the speech units. Clearly, 
this leads to enlarged speech databases (corpora) [7], and 
required the development of new labeling algorithms and 
search strategies as well. For our baseline system DRESS, 
this was described in [8]. 
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Table 3: Scalability of TTS. 
 

High resources 
(server based) 

Baseline system 
(PC based) 

 
 

Low resources 
(embedded) 

Corpus based 
(units of variable 

length but as large 
as possible) 

Normally diphone 
based 

Reduced (coded) 
inventory 

Speech quality 
good or very good 

Speech quality 
limited 

Speech quality 
should not be 

lowered despite of 
inventory coding 

 
 

The introduction of large corpora which is illustrated in 
the left part of Table 3 does not pose technical problems if 
enough resources are available. This holds especially in 
server based systems that can be found, e. g., in call centers. 
For such applications, the corpus-based synhesis is the first 
choice. However, this branch of TTS is not in the focus of 
our paper. For a deeper discussion, cf. [9]. 

On the other hand, there are many applications which 
have restricted resources by technical and/or economic rea-
sons. Even the inventory sizes of the baseline diphone sys-
tems (Table 2) are too large for numerous purposes in the 
field of “embedded” solutions. The requirement to design 
TTS systems which are adapted to low resources without 
essential losses of speech quality is the topic of the rest of 
this paper (see also the right part of Table 3). 

4. Embedded TTS 

4.1. Why embedded TTS? 

The application of text-to-speech (TTS) in small devices is 
getting increasingly interesting. Scenarios in which such 
appliances could be used are personal digital assistants 
(PDAs), car navigation and information systems, mobile 
phones, and toys. Below (Section 6), we will discuss the 
telephone application in more detail. Other possible uses are 
situations where other means of output are not feasible, or 
portable devices for handicapped people [11]. 

These scenarios have in common that the appliances 
have to be inexpensive and small. The limited resources 
available on these kinds of systems impose some restrictions 
on the text-to-speech software. These restrictions will be 
discussed in the following paragraph. 

To guide the following discussion, the prototypical sin-
gle-chip solution depicted in Fig. 5 is assumed [10]. It 
should be clear, however, that the aim is to present solutions 
suitable for a variety of designs. The chip consists of two 
cores: a digital signal processor (DSP) and a microcontroller 
(µC). Both have access to on-chip memory. The microcon-
troller can also interface with external memory, e. g. flash 
cards. The digital signal processor is connected with codecs, 
which can drive loudspeakers and receive microphone sig-
nals.  

The TTS software is called by some kind of host appli-
cation. This host application will run on the microcontroller 
and instruct the TTS module to synthesize a specified text 
message. 

 
Figure 5:  Prototypical chip for speech applications [10]. 

4.2. A list of requirements 

Following [10], we give an overview of some requirements 
and restrictions which have to be observed if a TTS system is 
implemented using a structure similar to that of Figure 5. 

4.2.1. Memory Costs 

On-chip memory is the most important factor, as it domi-
nates the chip costs (see Table 4 for a specific example).  

To reduce costs, memory size should be small, which in 
turn requires a small TTS system including some kind of 
operating systems, drivers for peripherals and the host appli-
cation. 

Table 4: Memory size vs. costs for a chip like that in 
Figure 5 (example, taken from [10]). 

RAM (kByte) Costs in € 
1024  5.00 
512  3.19 
292  1.93 
144  1.49 
120  1.27 

0  0.83 

4.2.2. Segmented Memory 

Other than PC systems, some chips use memory that is seg-
mented in several blocks of 8 or 16 kByte each. Data struc-
tures have to be smaller than this size, or have to be split. In 
this case, special code for management of these structures has 
to be written. The blocks restrict code size also. This leads to 
the use of small, but many functions. 

4.2.3. Data Flow 

A TTS system is not monolithic, but consists of several 
modules (see Fig. 3). Each module is built from a collection 
of functions. As fast on-chip memory is limited, the data 
flow from module to module, and from function to function, 
is very critical, and its rate should be as low as possible. 

If more than one core is on the chip, it must be decided 
where to run which part of the software, and how they com-
municate. 
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4.3. Reduction of the inventory size 

From the requirements mentioned above, the reduction of 
the (internal) memory size is the most critical one. From the 
databases in Figure 3, the acoustic models (the inventory) 
clearly dominate the total memory consumtion (remember 
the numbers from Table 2). Therefore, it is firstly necessary 
to develop methods for reducing the inventory size. 

The first design decision is between lossless and lossful 
compression, respectively. Algorithms should be used that 
work well on short sequences of speech signals. If the sys-
tem is to be used in telephone based scenarios, bandwidth 
can be reduced to 8 kHz. This divides the size of the inven-
tory by a factor of two. For further reduction, we evaluated 
different coding methods with 15 listeners [12]. The results 
are summarized in Table 5. The intelligibility was measured 
by means of 20 logatoms. The Mean Opinion Scores (MOS) 
are resulting from listening 15 single words and 10 sen-
tences. 

Table 5: Comparison and evaluation of different 
coding compression algorithms useful for reducing 

the inventory size (from [12]). 

Method 
Com-
pres-
sion 

Intelli-
gibil-
ity  
(%) 

Clear- 
ness 
(MOS) 

Com-
fort 
(MOS) 

Free of 
defects 
(MOS) 

Uncoded 1.0:1 85.8 3.83 3.51 4.00 

GSM 3.2:1 84.2 3.63 3.43 3.86 

ADPCM 
3 bit 2.4:1 84.2 3.70 3.45 3.94 

ADPCM 
4 bit 2.1:1 86.0 3.88 3.57 4.03 

MPEG 
2/2/8* 1.8:1 86.0 3.80 3.43 4.01 

MPEG 
2/2/1* 14.8:1 82.8 3.53 3.19 3.72 

MPEG 
2/1/2* 7.0:1 85.0 3.72 3.37 3.96 

MPEG 
1/2/4* 3.8:1 84.6 3.68 3.45 3.99 

MPEG 
1/1/4* 3.8:1 85.8 3.87 3.53 3.98 

* Layer / psychoacoustic model / bits per sample 

 
 
It is known that the coding algorithms partially need 

considerable computing effort. Fortunately, these algorithms 
can be applied at the inventory off-line and therefore do not 
have any influence at the runtime of the TTS system. 

On the other hand, the decoding algorithm is applied at 
runtime. Therefore, the decompression algorithm should be 
sufficiently fast to work in real-time.  

Finally, it should be stressed that the selection of the 
coding algorithm and the concatenation method should not 
be discussed independently from each other. 

5. The embedded TTS system microDRESS 

5.1. Overview 

In this section, an example for an embedded TTS system is 
presented. Our TTS system DRESS that was explained in 
Section 3.2 served as baseline; therefore the embedded ver-
sion was named microDRESS. MicroDRESS was developed 
in cooperation with Infineon Technologies AG. 

The main requirement was to achieve a footprint of less 
than 1 Megabyte. The footprint includes not only the inven-
tory and the other (smaller) databases but also the complete 
code. Therefore, all components shown in Figure 3 had to be 
carefully redesigned for effectivness. For the reduction of 
the memory size, it was necessary to avoid large data tables 
or dictionaries as far as possible. Instead, rule-based ap-
proaches had to be preferred. 

In the following, we will explain this optimization proc-
ess for the different components. We follow the detailed 
description that was given in [13] and [14]. 

When the system was finished in 2002, it was probably 
the first embedded speech synthesizer with full multilingual 
TTS capabilities which was commercially available. 

5.2. Symbolic processing 

The subsystems which were called “text processing” and 
“grapheme-to-phoneme conversion” in Figure 3, are usually 
summarized by the terms “symbolic” or “linguistic” process-
ing. In the system microDRESS, the symbolic processing 
follows the flowgraph that is presented in Figure 6.  

Figure 6 is easy to interpret: At first, the input text is 
split into sections. The sentence boundary detection deter-
mines the type of all sentences. The rules for processing 
numerical formats and text anomalies like abbreviations and 
names are tried first, to generate a phonemic form of the 
input text. On all remaining text parts, a tokenizer is applied. 
By means of a special lexicon, function words are processed. 
If the process was not yet successful, the abbreviation lexi-
con is applied to the tokens. The phonemic rule set and af-
terwards the spelling module are applied to convert the input 
text. Finally, phrase boundary detection yields a finer subdi-
vision of the sentences into prosodic phrases. 

As can be seen from this overview, this approach is ob-
tained by applying rules instead of large databases. This 
holds especially on the rule-based transcription of text 
anomalies and numbers. Usually, text contains numbers and 
related special formats (date and time) that are organized 
according to language-dependent rules. For the slim ap-
proach, a flexible algorithm was developed where numbers 
and special formats can be expressed as sequence of num-
bers, formatting symbols and words. Analysis rules check 
the match of their templates with symbol chains of variable 
length from the input text and generate – in case of success – 
a phonemic transcription for the special format. 

Also, the grapheme-to-phoneme conversion is performed 
using a number of so-called letter-to-phone rules. All pho-
netic rules are organized in graphemic prefix, rule body, 
suffix and a phonemic result, following an approach which 
was originally described in [15]. 
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Figure 6: Symbolic processing in microDRESS (from [14]). 

5.3. Acoustic processing 

For obtaining an efficient acoustic component for the TTS 
system, the universal unit selection algorithm of DRESS was 
minimized. However, it is still able to handle different unit 
sizes. Therefore, microDRESS can process mixed invento-
ries. 

Furthermore, the algorithm for the prosodic manipula-
tion was optimized essentially. The solution which is de-
scribed in detail in [16] combines the manipulation of the 
fundamental frequency (f0) and the duration in only one 
loop. The advantage of this approach is an “on-the-fly” deci-
sion for skipping or inserting periods so that the algorithm 
does not perform a planning phase before concatenating. The 
resulting algorithm is remarkable fast and uses a very small 
code size. 

5.4. Inventory compression and performance 

Because code and data are strictly separated in mi-
croDRESS, the different language databases from Table 2 
could be exchanged without code adaptation. The invento-
ries of microDRESS had been downsampled to telephone 
bandwidth (50 % compression) and coded according to a 
procedure similar to ADPCM. In a MOS performance test, 
the following results have been obtained for the German 
database [14]: 

• For an unchanged database, DRESS and mi-
croDRESS showed identical performance despite 
of the trimmed algorithms. 

• The ADPCM-like coding reduced the ratings by 
approx. 0.5 MOS points. 

• The reduction to telephone bandwidth lowered the 
ratings by as much as 1 MOS point. 

Experience shows, however, that telephone bandwidth is 
accepted without any problem in dedicated applications. 

6. Telephone applications 

6.1. Digital speech processing in mobile phones 

Mobile phones are typical examples for embedded speech 
applications. Digital speech processing is included at differ-
ent places of these devices [17]. At first, the codecs have to 
be mentioned which are narrowband codecs (sampling fre-
quency 8 kHz) today but are expected to be extended to the 
wideband case (sampling frequency 16 kHz) also. Among 
them, the adaptive multi-rate (AMR) codecs are of special 
interest because they are standardized for the wideband ap-
plication also [23].  

Other subsystems with digital speech processing include 
noise reduction, echo cancellation, and voice input for con-
trolling the phone. The latter requires that powerful speech 
recognition algorithms are implemented in a resource-saving 
approach. 

Given the capability of automatic speech recognition, it 
suggests itself to include speech synthesis also, thus enabling 
full speech dialogue capability.  

6.2. Speech synthesis applications 

Speech synthesis can be applied in (mobile) phones for dif-
ferent purposes [18]: 

6.2.1. Dialogue (Talking MMI) 

In hands free applications, messages from the mobile phone 
cannot be read from the display but should be given acousti-
cally. This is performed until now using speech samples 
produced by professional speakers. This does not pose a 
problem with server applications but needs too much mem-
ory in mobile devices. Speech synthesis offers growing pos-
sibilities for very comfortable interaction (so-called talking 
man-machine interface). Because the contents of the 
prompts in the user guidance are known before, talking MMI 
does not require linguistic preprocessing in real time. In-
stead, the control sequence can be stored as input of the 
acoustic component already. 

It should be mentioned that the talking MMI offers im-
proved access to the mobile phones for visually impaired 
people also. 

6.2.2. Caller name announcement (CNA) 

Another way to utilize speech synthesis is to improve the 
audio feedback when dialing. E. g., it is possible to read 
aloud the name of the caller if her or his name is included in 
the telephone book (caller name announcement). Because 
the telephone book contains information in text form, a basic 
version of linguistic preprocessing must be provided in this 
application. 

6.2.3. Full TTS applications 

If a complete TTS system (this means with text preprocess-
ing and grapheme-to-phoneme conversion) is included in the 
mobile phone, the acoustic output of arbitrary text material 
can be offered. Useful services are SMS reading or the 
acoustic remote access to emails.  

It should be clear, however, that the text structure of 
SMS and emails is very different to that of regular texts. 
This offers a new field of research for linguists and engi-
neers. 
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Figure 7: TTS system in a mobile phone (from [18]).  
Grey background: Real time processing. 

White background: Offline processing and generation of the 
compressed diphone inventory. 

  

6.3. A TTS architecture 

Figure 7 shows the block diagram of a TTS system that can 
be used in mobile phones and other embedded applications. 
It was implemented in a common project with Siemens AG 
Munich (linguistic component) and TU Dresden (acoustic 
component) [18]. Apart from the development of the system, 
a number of databases in different languages were produced 
[19, 20]. 

6.3.1. Linguistic processing 

To avoid large dictionaries and other consuming databases, 
the modules for text processing and prosody generation are 
working totally data-driven. They are implemented mainly 
with neural networks. For the embedded version, the mem-
ory consumption and the calculation power had to be re-
duced also. Finally, the text processing module required 37 
Kbytes and the prosody module 5 Kbytes [21].  

6.3.2. Acoustic processing 

As we have mentioned above, codec algorithms are part of 
the software of mobile phones. Therefore it can be useful to 
apply the same algorithms as compression schemes for the 
inventories. In the project which is described here, this ap-
proach was implemented for the AMR codec in both ver-
sions (narrowband and wideband) [22].  

The approach leads to compression rates of as much as 
18:1 (narrowband) or 26:1 (wideband), resp. This corre-
sponds to inventory sizes which are as low as 119 Kbyte or 
164 Kbyte, resp. 

 

 
As can be also seen from [22], it proved to be possible to 

merge the decoder of the inventory units and the prosody 
manipulation in the acoustics module due to certain similari-
ties of the algorithms (Figure 8). 

Voice 
Transformation 

 
Meanwhile, the compression rate and the quality could 

be further improved using a cepstral synthesis method [36]. 
 
 

 
 

Figure 8: Integration of the prosodic manipulation into the 
AMR wideband decoder (from [22]). 

 
 

7. Further Development 

7.1. New requirements 

7.1.1. Rapid development of new languages 

Embedded TTS is designed for applications which will be 
produced in large numbers. Therefore it should be possible 
to perform a quick adaptation to market requirements, this 
means especially the implementation of new languages. 

The development of a new language for a time-domain 
TTS system is a complicated task. A certain standardization 
can be achieved by applying only data-driven methods as it 
is performed in the Siemens system Papageno [24] which 
served as baseline system for the embedded version men-
tioned in Section 6.3. Nevertheless, especially the generation 
of a new inventory and its optimization are extremely time-
consuming and expensive tasks. 

As a proposal towards effectivity which is important for 
embedded multilingual TTS systems, the introduction of 
common inventories for different languages (polyglot inven-
tories) should be mentioned. However, there is no convinc-
ing solution until now. 

As a corollary from these problems, a paradigm shift to-
ward parametric systems is worth to be discussed. The pa-
rametric description of speech is high developed due to the 
progress in automatic speech recognition. From this point of 
view, the generation of an inventory which is defined in the 
HMM feature space would simply require an appropriate 
HMM training procedure. We will come back to this ap-
proach in Section 7.2. 

7.1.2. Personal features 

In many (future) TTS applications, the synthetic voices 
should have more personality and expressiveness. This is 
one of the reasons for intense research in the field of speech 
and emotions etc. However, it is difficult to introduce para-
linguistic features in time-domain synthesis. It can be as-
sumed that parametric synthesis methods are more suited to 
be equipped with a kind of paralinguistic control. 

 
„Talking MMI“ / Dia-

logue 
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AMR Encoder AMR 
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Preprocessing 

Compressed 
Diphones 

SPECOM'2006, St. Petersburg, 25-29 June 2006

23



7.1.3. Voice adaptation 

A special task in the field of personalization is the corre-
spondence of the synthetic voice to a well-defined (natural 
or artificial) person. The simplest way to achieve this is to 
produce different databases with the voices of different 
speakers. This is expensive in general, not achievable in 
special cases, and unsuited for embedded systems. 

The alternative way is called voice conversion. This 
means that the speech signal coming from an original 
speaker is processed in that way that the characteristics of 
another (target) speaker can clearly be identified. There were 
a lot of proposals in the past to perform this, but it proves to 
be difficult to influence the speech signal in time domain. 

Again, it seems to be useful to develop algorithms which 
work with parametric synthesis methods. E. g., from the 
methods in speech recognition, it is known how speaker 
adaptation is performed in the HMM feature space. This can 
be adapted to an appropriate synthesis method, too. 

In some applications, it could be sufficient to switch the 
voice output from male to female and vice versa. We have 
shown that this can be easily done by applying results which 
are known from the vocal tract length normalization (VTLN) 
[25]. Because of its low computing expenses, this method is 
very well suited for an integration into embedded systems. It 
could be shown that this “inverse VTLN” method can be 
combined with the algorithm of the AMR wideband codec 
that can be used for inventory compression (see Section 
6.3.2) [26]. 

 

7.2. Parametric synthesis 

7.2.1. HMM synthesis 

Looking for a proposal how to construct a parametric TTS 
system today, one could start with the idea that systems for 
recognition and for synthesis are inverse to each other (Fig-
ure 9). Obviously, the structure of a TTS system shown in 
Figure 3 corresponds to the right part of Figure 9. Therefore 
it seems to be possible to adapt the model system from 
speech recognizers to TTS systems also. As already men-
tioned, this is essentially HMM modelling. 

The idea to perform speech synthesis basing on HMM 
models of speech was probably published for the first time 
in [28]. There were some attempts to implement HMM syn-
thesis systems for different languages (e. g. [29]).  

Despite of the simplicity of the idea, it takes a lot of re-
search until a HMM synthesis systems performs with good 
voice quality. Until now, there is only one system which was 
developed to this level, the Japanese system by Tokuda et al. 
[30-32]. Due to the stochastic modelling, the system is very 
flexible and was adapted to different other languages in the 
past. 

Because mel-filtered cepstral coefficients (MFCC) are 
successfully used in speech recognition, they are used as 
feature system in HMM synthesis in nearly all cases. For 
signal generation from these coefficients, a filter is known 
from the literature [33] that is preferrably used. 

HMM based TTS systems are suited for embedded sys-
tems because the components that are necessary at runtime 
can be reduced to a footprint which is also below 1 Mega-
byte. 

 

 
 

Figure 9: Universal approach for speech synthesis and  
recognition (UASR), adapted from [27].  

 

7.2.2. A research system 

At TU Dresden, a research system (UASR, Figure 9) is un-
der development since some years [27]. The right (synthesis) 
branch was used for synthesis experiments also. 

There is a slight difference to HMM synthesis because 
UASR applies Stochastic Markov Graphs (SMG) for the 
acoustic modelling. SMGs were originally proposed in 
speech recognition [34] and allow a more detailed modelling 
than HMMs. The application of SMGs in speech synthesis 
was discussed in detail in [35]. 
 

8. Conclusions 
Speech synthesis is performed by concatenating speech 
units. In the early times of speech synthesis, the restrictions 
of the data processing equipment forced that the speech units 
were presented in a parametric way. From our today’s point 
of view, the early synthesizers were low-resource systems. 
The technical progress allowed the development of non-
parametric (time-domain) synthesis systems with full TTS 
performance. From here, there is a direct development line 
to the high-quality corpus-based synthesis that is used in PC 
or server based applications. 

On the other hand, there is a tendency back to low-
resource systems for embedded TTS applications. We have 
shown what can be done to reduce time-domain synthesis 
systems for such purposes. Footprints below 1 Megabyte 
have been successfully achieved. Nevertheless, there are 
arguments to shift the paradigm back to parametric methods. 
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